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Abstract

Abductive reasoning, reasoning for inferring explana-
tions for observations, is often mentioned in scientific,
design-related and artistic contexts, but its understand-
ing varies across these domains. This paper reviews
how abductive reasoning is discussed in epistemology,
science and design, and then analyses how various com-
putational systems use abductive reasoning. Our anal-
ysis shows that neither theoretical accounts nor com-
putational implementations of abductive reasoning ad-
equately address generating creative hypotheses. The-
oretical frameworks do not provide a straightforward
model for generating creative abductive hypotheses, and
computational systems largely implement syllogistic
forms of abductive reasoning. We break down abduc-
tive computational systems into components and con-
clude by identifying specific directions for future re-
search that could advance the state of creative abductive
reasoning in computational systems.

Introduction
Abductive reasoning is a form of logical reasoning that deals
with explanations for hypotheses, conjectures, anomalies,
etc. For example, consider a person who returns to their
house to find their belongings scattered around, along with a
broken window. If they had left the house clean, they could
abduce that a burglar might have broken into their home
while they were out. Charles S. Peirce first formulated this
form of reasoning as (Peirce 1958):

1. A surprising fact O is observed.

2. But if [hypothesis] H were true, O would follow.

3. Thus, there is a reason to suspect that H is True.

Unlike deductive reasoning, abductive reasoning does not
aim to preserve the truth of the derived propositions. Instead,
pragmatically, abductive reasoning seeks to explain surpris-
ing observations where other forms of reasoning might not
be possible. In a computational creativity context, this con-
trasts with how surprise typically provides an evaluation
of creativity (Grace and Maher 2014). Instead, abduction
posits that surprises are an initiating event: they are the un-
explainable observations for which abduction provides an
explanation. This ability to generate plausible explanations

in the face of surprise makes abductive reasoning particu-
larly valuable in both scientific, design-related, and artistic
contexts: scientists rely on it to formulate hypotheses that
might explain unexpected phenomena, while designers use
it to envision solutions that address observed needs without
complete information about the problem space. Similarly,
artists employ abductive reasoning when interpreting am-
biguous visual elements and unexpected results, using these
surprises as catalysts for developing artistic expressions.

Thus, understanding how computational systems use ab-
ductive reasoning can help us identify properties that may
increase their utility. To the best of our knowledge, no ex-
isting review examines how abductive reasoning is imple-
mented across computational systems in these diverse fields.
The main contributions of this paper are:

1. We review and connect literature on abductive reasoning
that exists across different, often unlinked fields.

2. We analyse how computational systems implement ab-
ductive reasoning and propose a breakdown that identifies
simple components for advancing creative abduction.

Abductive Reasoning in Theory
Epistemological Background
Since Pierce’s formulation of abduction, several philoso-
phers have further developed the concept of abductive rea-
soning. Gabbay and Woods (2005) discuss the ignorance-
preserving nature of abduction. Ignorance-preserving means
that abductive reasoning does not generate a hypothesis that
completely resolves the surprising observation. Instead, un-
certainty remains about whether the hypothesis is true even
after a hypothesis is produced. So, what use does the hy-
pothesis provide? It is a reasoned basis for future action
(Gabbay and Woods 2006).

By abductive reasoning, we are not referring to inference
to the best explanation (IBE). While abduction is just the
reasoning process to create and select a possible hypothe-
sis, IBE is an iterative process that might involve deductive,
abductive and inductive reasoning to select and arrive at the
best hypothesis available. A model for IBE in diagnostic
reasoning is presented in (Magnani 2001, 23). This model
uses abduction to propose diagnostic hypotheses based on
clinical evidence. Observed clinical data corroborate hy-
potheses through induction, and the deductive implications



of the hypothesis can provide us with expectations of what
our data should look like. These expectations form the basis
for future surprises that trigger further abduction.

There are several formalisations of abductive reasoning.
The Gabbay Woods Schema (GW-Schema) (Gabbay and
Woods 2006, pg. 198) aims to capture several properties
of Peircean abduction. Although the GW-Schema illustrates
the underlying syllogistic logic of abductive reasoning, it
suffers from two major problems. Firstly, it does not ex-
plain how the hypotheses themselves are generated. Sec-
ond, it does not concretely define the conditions that a hy-
pothesis needs to meet to be considered worthy of investiga-
tion. Some of the conditions often discussed in the literature
(Douven 2021) are simplicity, coherence and explanatory
power. However, no consensus exists on whether these spe-
cific conditions are necessary. For example, in (Woods 2017,
pg. 139), Woods rejects simplicity and ”sees no reason why
truth favours the uncomplicated”. The issues of coming up
with a hypothesis and of selecting a hypothesis among can-
didates based on specific conditions are referred to as the
fill-up and cut-down problems (Magnani 2017, pg. 6) re-
spectively. Magnani discusses how the solutions to these
problems are ”stunningly contextual” (Magnani 2017, pg.
10). While his proposed eco-cognitive model provides us
with an understanding of abductive reasoning in more cre-
ative, scientific contexts, it does not provide a computable
formal structure.

When looking for computable formal structures, some
might contest that Abductive Logic Programming (ALP)
(Kakas, Kowalski, and Toni 1992) can fill the gap. ALP ex-
tends standard logic programming by introducing abducible
predicates. These frameworks allow systems to derive ex-
planations by backward-chaining from observations to pos-
sible causes, constrained by integrity constraints that filter
out implausible explanations. ALP has been shown to be ef-
fective for diagnostic reasoning (Koitz-Hristov and Wotawa
2018), but typically operates in closed, well-defined do-
mains and struggles with more open-ended abduction.

The differing theoretical approaches to abductive reason-
ing have led Woods to argue that ”The foundational work for
a comprehensive account of abductive reasoning still awaits
completion” (Woods 2017, pg. 138). Unfortunately, this
means that the epistemological literature on abductive rea-
soning does not sufficiently address how you can function-
ally perform the more complex forms of abductive reason-
ing. As such, it might be worthwhile to look at how creative
abductive reasoning emerges in two domains where creativ-
ity and hypotheses are central: science and design.

Creative Abductive Reasoning in Science and
Design
In the philosophy of science, abductive reasoning is tradi-
tionally associated with creative processes in the context of
discovery (Schickore 2022). Here, the ”context of discov-
ery” refers to the initial generation of theories in science
through the conception of hypotheses and research ideas.
Logically abductive reasoning deals with producing expla-
nations for surprising observations. We propose that this

process of producing explanations is relevant throughout the
scientific processes at two distinct levels.

In the ”context of discovery”, it is relevant macroscopi-
cally; abductive reasoning serves as a guiding framework for
the entire scientific process, shaping what hypotheses and
ideas are investigated. Microscopically, abductive reasoning
is used within individual experimental stages of the scientific
process. To illustrate this, consider the documentation of the
discovery of the urea cycle in (Kulkarni and Simon 1988).
Macroscopically, after observing the unexpected effect of
ornithine in enhancing urea production, Krebs abductively
reasoned that ornithine might play a central role in a cyclical
process of urea formation. This explanation accounted for
the surprising observation and led him to restructure his en-
tire research program around understanding ornithine’s role
in urea synthesis. Note that he ”did not have a clear hy-
pothesis of a mechanism to account for it [ornithine effect]”
that he was testing (Kulkarni and Simon 1988). Instead,
a rougher hypothesis was sufficient to guide his investiga-
tion. Microscopically, Krebs employed abductive reasoning
at specific experimental junctures. When he discovered that
the effect was unique to ornithine (as chemical derivatives
failed to produce similar results), he generated the explana-
tory hypothesis that ornithine possessed specific structural
properties essential to urea formation.

In design, abduction takes on different characteristics
when compared to abductive reasoning in science. De-
sign theorists have identified abduction as the fundamental
reasoning pattern for moving from function to form, from
“what is needed” to “how to do it” (Kroll and Koskela 2015).
Roozenburg (1993) made a distinction between explanatory
abduction (explaining existing phenomena) and innovative
abduction (creating new solutions), and argued that design
is primarily the latter. This innovative form of abduction
in design is different from scientific abduction as it aims
to create entirely new artefacts to fulfil desired functions.
Koskela, Paavola, and Kroll (2018) further elaborated on this
view, saying that abduction in design is not just an inference
type but a property of many inferences throughout the design
process. Using a SAPPhIRE-based model of abductive rea-
soning in design, Bhatt, Majumder, and Chakrabarti (2021)
provide a framework to explain how designers use abduc-
tive reasoning to bridge the gap between desired functions
and proposed solutions. These models are useful to under-
stand the nature of abduction, but can they be automated?
To further understand how abductive reasoning takes place
practically, we look at how computational systems imple-
ment abductive reasoning. Just as (Boden 2004, pg. 17)
argues that computational ideas can inform our understand-
ing of human creativity; computational ideas can inform our
understanding of abductive reasoning.

Abductive Computational Systems
Natural Language Processing (NLP)
For modern computational systems, recent investigations of
abductive reasoning have largely focused on introducing it in
Large Language Models (LLMs). Large Language Models
(LLMs) are neural networks that generally utilise the trans-



former architecture (Vaswani et al. 2017) to model natural
language probabilistically. One of the first papers to inves-
tigate abductive reasoning with LLMs was (Bhagavatula et
al. 2020). They considered how well LLMs perform abduc-
tive reasoning in everyday situations derived from datasets
of short stories. The authors created two tasks to test how
well LLMs performed. Alpha NLI tested if LLMs could se-
lect the correct abductive hypothesis (given a choice of 2)
that fits observations that occur before and after the hypoth-
esis. The language model they trained had an accuracy of
68.9%, with humans identifying the correct hypothesis in
91.4% of cases. In our experiments, we found that LLaMa
3.1 70B-Instruct 1 was able to achieve an accuracy of 86.2%
with a zero-shot prompt on the test set of the Alpha NLI
task, indicating that modern LLMs might perform well in
identifying correct abductive hypotheses in everyday situa-
tions. These results are merely indicative, as there might
be data leakage from the test set, but they point towards the
possibility of effective abductive reasoning through LLMs.
Beyond everyday situations, Zhao et al. (2024) train LLMs
to generate uncommon explanations in everyday situations.
Tian et al. (2024) constructs MacGyver-like creative prob-
lems to train LLMs. These studies focus on extending the
abductive capabilities of LLMs by creating datasets for spe-
cific tasks. Such datasets that exclusively focus on abductive
reasoning are not yet prevalent in science and design.

Many abductive systems in NLP also focus on knowledge
bases. AbductionRules (Young et al. 2022) tests how well
transformers reason over logical knowledge bases. Bai et
al. (2024) use knowledge graphs to generate hypothesis-
observation pairs. There is also research on hypothesis gen-
eration in NLP that does not explicitly mention abductive
reasoning. These systems have their own host of issues.

In the case of (Si, Yang, and Hashimoto 2025), several
limitations of the AI-generated research ideas (inappropri-
ate baselines, unrealistic assumptions, etc.) were pointed
out, which brings into question whether the novel ideas gen-
erated are usable in practice. With the AI Scientist (Lu et
al. 2024), LLMs themselves evaluated the quality of AI-
scientist-generated research papers, and such modes of eval-
uation have been called into question (Koo et al. 2024).

Beyond commonsense reasoning, abductive reasoning has
also been used in several computationally creative systems.

Abductive Reasoning in CC Systems
To find computational creativity (CC) systems where ab-
ductive reasoning was used, we conducted a review of CC
conferences. The start (2010) and end (2024) years for
our review mark the first and the most recent ICCC confer-
ence. To identify systems that used abductive reasoning, we
used the search terms ”abductive”, ”abduce”, and ”abduc-
tion”. Among the ICCC proceedings, 14 papers contained
the search terms. Of these 8 mentioned abductive for pur-
poses of literature review, argumentation or used the term
”abduction” in the physical rather than logical sense (mostly
kidnappings in narrative generation papers). We were left
with 6 CC systems that either used abductive reasoning com-

1https://huggingface.co/meta-llama/Llama-3.1-70B-Instruct

# System Abductive Approach

(1)
The Painting
Fool (Colton
2010)

Identifies constraints among partial
rectangles, extends patterns to pro-
duce abduced versions

(2)
Synthetic
Audience
(O’Neill and
Riedl 2011)

Extracts information from incom-
plete stories to build a mental
model, using abduction to infer
character goals

(3)
MILA-S
(Goel and
Joyner
2015)

Prompts students to engage with ab-
ductive explanations through eco-
logical model building.

(4)
ANGELINA
(Cook and
Colton
2018)

Uses abductive reasoning with an-
swer set programming to generate
game rulesets

(5)
Hello (Veiga
2020)

Encourages audience to build nar-
ratives through abductive reasoning
as the artwork is ”incomplete”

(6)

Aris
(O’Donoghue
et al. 2022)

Creates abduced hypothesised for-
mal specifications using homomor-
phic matching and topological sim-
ilarity on knowledge graphs

Table 1: Computational Systems at ICCC that mention Ab-
ductive Reasoning

putationally or were used to elicit abductive reasoning in the
users of the system. These systems are discussed in Table 1.

We also reviewed the proceedings of ACM Creativity
and Cognition (C&C) and Design Computing and Cognition
(DCC) conferences for the same search terms. In our review
of C&C and DCC proceedings, we found no computational
system implementations: the sole C&C paper used abduc-
tion to identify richness (potential to inspire future ideas),
inspirational ideas via keywords, while the 11 DCC papers
proposed focused on modelling abduction design and were
not specifically implemented as CC systems and centered
on design theory. We note that our review is not exhaustive.
Many computational systems effectively address abductive
problems without explicitly framing their approach as ab-
ductive reasoning. While these systems may offer valuable
insights, their inclusion is beyond the scope of this short pa-
per.

Components of Abductive Computational Systems
Through our review of abductive computational systems, we
identify four key components that characterise these systems
as visualised in Figure 1.

Abductive Triggers :These act as the starting point for per-
forming abduction. Systems (3) and (5) involve using gen-
erated artefacts and constructed models, respectively, to en-
courage abductive reasoning. The other systems do not nec-
essarily possess abductive triggers in a Peircean sense. In-
stead, they rely on a computational trigger to perform abduc-
tive reasoning. For example, (1) conducts abduction when a



Figure 1: Proposed breakdown for a computational abduc-
tive system

user is done inputting a partial configuration of rectangles.

Knowledge Representations :In the CC abductive systems
we covered, knowledge was encoded as knowledge graphs
in (6). In (1), knowledge was construed as constraints that
eventually form a constraint satisfaction problem. Abduc-
tive reasoning performed in NLP systems we introduced ear-
lier also used knowledge representations. Young et al.(2022)
stored knowledge in a propositional form. Bai et al. (2024)
used knowledge graphs. In (Bhagavatula et al. 2020), since
LLMs were generating the resulting abduced hypothesis,
LLMs functioned as black-box stores of knowledge.

Computational Methods :Computational methods per-
form abductive reasoning in computational systems. These
methods heavily depend on the knowledge representation
in the CC system. (1) uses extensions of constraints. (4)
uses answer set programming to perform abduction. (6)
performs abductive reasoning through graph-based methods.
The LLM-based systems perform abduction through proba-
bilistic inference.

Evaluating Hypotheses : In the CC systems, the selection
process was very specific to the systems. (1) allows users
to remove abduced rectangles individually if they are per-
ceived by the user as incorrectly abduced. (6) uses deductive
reasoning to verify abduced hypotheses. These steps fall un-
der hypothesis verification, which is a part of IBE but not a
part of our definition of abductive reasoning. In (3) and (5),
the human performs the evaluation. Few systems actually
use abductive properties to evaluate hypotheses. Dalal et al.
(2024) used properties like consistency, depth, drift, coher-
ence and linguistic uncertainty to evaluate hypotheses, but
the hypotheses are restricted to syllogistic if-then structures.

Future Directions
Our analysis reveals a significant gap between theoretical
understandings of abductive reasoning and existing compu-
tational implementations. While epistemological accounts
emphasise the creative nature of hypothesis generation,
computational systems primarily implement restricted, syl-
logistic forms of abduction. That is, future work should fo-
cus on developing systems that can perform creative abduc-
tion. One promising direction for this is to create datasets for

scientific and design-related abduction, similar to datasets
that have already been constructed for commonsense and
uncommonsense abductive reasoning. Current systems lack
robust methods for evaluating abduced hypotheses, particu-
larly those in natural language form. Developing computa-
tionally tractable metrics for properties like simplicity, co-
herence, and explanatory power could advance our ability to
evaluate and compare creative abductive systems.

Our breakdown of computational abductive systems also
presents opportunities for the exploration of collaborative
and co-creative systems in science. Consider that a liter-
ature review of co-creative systems produced 92 systems
(Rezwana and Maher 2023); not one was in the domain of
science. For abductive triggers, human-machine collabo-
ration could involve the system identifying potentially sur-
prising patterns in data that a human might overlook, while
humans could guide the system toward observations that
they believe are relevant to scientific questions. For knowl-
edge representations, humans could supply contextual do-
main knowledge that might be missing from the system’s
formal representations, while the system could visualise its
knowledge structures in ways that reveal unexpected con-
nections.

Conclusion
This paper covered how abductive reasoning is viewed and
discussed across epistemology, science, design and compu-
tational systems. Our analysis shows that while abductive
reasoning is widely held to be key to creative processes,
computational implementations of abduction are restricted
to syllogistic forms that leave little room for creativity. By
breaking down abductive computational systems into ab-
ductive triggers, knowledge representations, computational
methods and evaluation, we provide a basis to understand
and implement more advanced computational creative ab-
duction systems that close the gap between the theoretical
understanding and computational implementation of abduc-
tion.
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