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Abstract

Readers can be drawn into a narrative through emo-
tional engagement with its characters and their prospec-
tive fates. The type and extent of this engagement can
be manipulated by providing the characters with dis-
tinct personalities. For this reason computational sto-
rytelling systems can benefit from explicitly represent-
ing personality. We present the results of an empirical
study that evaluates whether the perceived personality
of fictional characters created by our simulation-based
narrative generator correlates with those computation-
ally modeled. Motivated by the mimetic narrative the-
ory of fictional minds the system models characters’ ac-
tion selection using an agent architecture grounded in a
cognitive understanding of personality and affect. Re-
sults from our study support the claim that our system
is capable of depicting narrative personality, that cogni-
tive models are a viable approach to representing char-
acters, and that a search-space of plot can be explored
using character-personality as parameter. This can be
taken to also provide functional evidence in support of
the employed analytical narrative theory.

Introduction
Personality is an important property of fictional characters,
which influences how readers engage with a work of nar-
rative fiction: The personality of a character shapes how
it is likely to act and react, which allows readers to form
expectations about the possible future development of the
plot. These expectations, in turn, allow readerly engage-
ment in the forms of suspense and surprise (Sternberg 2001).
Also, the moral evaluation of a character’s personality is one
of the grounds on which readers determine their disposi-
tion towards the character, a factor that is crucial for their
emotional engagement with its fictional fate. A favourable
disposition inclines the reader to a sympathetic response to
a character’s predicaments, whereas a negative disposition
might even inhibit empathetic reactions (Schneider 2001;
Eder 2006).

This means that computational storytelling systems can
profit from explicitly modelling personality. Being able
to generate plot while taking into consideration an explicit
model of personality allows to create more plausible charac-
ters. That does not necessarily mean that characters always

have to act consistent with their personality, but that the sys-
tem needs to know when an action needs additional context
in order to compensate for a deviation. At the same time,
being able to represent characters more like readers perceive
them means that a system is potentially more capable of de-
liberately manipulating readers emotional engagement with
the generated stories.

Recently, the storytelling system Mask demonstrated
how to express agreeable versus non-agreeable personalities
through action choice using a planning-based approach (Ba-
hamon and Young 2017). This corresponds to an external
perspective on narrative, which understands characters as in-
tentionally created effects (c.f. chapter 3, Currie 2010). We
want to show that the perception of a distinct personality
can also be generated using a different approach. Our al-
gorithm is based on a multi-agent simulation system, where
personality affects how characters process story-events and
how they react to them (Berov 2017b). It does that by imple-
menting a cognitively inspired model of affective reasoning.
This amounts not only to a technological difference, but also
to a change in narrative perspective. Characters are seen as
non-actual individuals that are not mainly defined by actions
or an intended effect, but rather through a (fictional) internal
state: their beliefs, desires and emotions.

The present paper reports the outcome of an empirical
study, in which we asked readers to rate the personality of
fictional characters based on plots generated by our system.
We investigated whether changes in the personality parame-
ters of agents in our model correspond to changes in the per-
ceived personality of the characters, as evaluated by readers
using a personality questionnaire.

In the following sections, we will first present a short out-
line of work related to personality in narratology and psy-
chology, which serves as grounding for our approach. Then,
a high-level overview of the evaluated system will be pre-
sented to provide technical context. The experimental de-
sign will be introduced, and followed up with an evalua-
tion of the obtained data, which gives significant evidence
in support of the claim that our system is capable of mod-
elling personality. A discussion of the results in the context
of computational storytelling, and an outline of future work
conclude the paper.



Related Work

Narratological Understanding of Personality

One of the earliest approaches to fictional characters classi-
fies them into either flat, “constructed round [sic] a single
idea or quality” ; or round, “capable of surprising in a con-
vincing way” (Forster 1927, pp. 48, 55). On a closer look,
both categories refer back to the concept of personality. The
flat character is built around one marked and stable trait,
which can be perceived as personality. The round character,
on the other hand, can only be capable of surprising if read-
ers first built up expectations about its action dispositions: it
is by acting against this personality, that the character earns
its roundness.

An explicit narratological treatment of personality can
be found in the work of Palmer (2004). His main the-
sis is that readers reconstruct an understanding of charac-
ters from the text by attributing them with (fictional) minds
that are the origin of the thoughts and actions reported on
the surface. Crucially, he posits that these fictional minds,
in most regards, work just like real minds. The theo-
ries of several other researchers point in the same direc-
tion: Zunshine (2006) observes, that readers apply their
real-world trained Theory of Mind (ToM) in order to reli-
ably derive mental states for characters, even when these
states are not explicitly stated. It seems plausible to as-
sume that in order for real-life ToM to be applicable to fic-
tional minds they should work comparable to real minds.
Schneider (2001) suggests a dynamic theory of how read-
ers build mental models of characters, and observes that this
process requires top-down knowledge processing, which im-
ports real life knowledge into the models. This includes
that human behavior is attributable to mental states, and a
folk-psychological understanding of their interrelation. In a
comparable vain, Ryan (1991) observes that all descriptions
of story worlds are necessarily incomplete and suggests that
readers follow a Principle of Minimal Departure in order to
fill in blanks. This principle states that readers assume the
nature of the story world to be comparable to the nature of
the real world, unless explicitly stated otherwise. This, for
Ryan, especially covers “our ideas of psychological laws”
(p. 51).

Thus, Palmer grounds his understanding of fictional
minds in the cognitive science discourse on real minds. He
ascribes an especially important role in the working of fic-
tional minds to “dispositions to behave in certain ways”
(p. 108), something that he further describes by recounting
Dennett’s vivid image of “mind-ruts”. While mainly speak-
ing about action tendencies, Palmer also draws out person-
ality’s close connection to emotion tendencies (p.116). Be-
ing ‘an angry person’ implies a disposition to feel in certain
ways and is as indicative a description of personality as e.g.
being ‘a violent person’. Naturally, emotions beget actions,
and a separation of these dispositions is of mainly analytical
value.

Following Palmer’s cue, a more detailed understanding of
dispositions and their quantification can be found in the real
mind discipline of psychology.

Psychological Understanding of Personality

Quoting Child (1968), Eysenck (2004) describes personality
as being comprised by “the more or less stable, internal fac-
tors that make one person’s behaviour consistent from one
time to another, and different from the behaviour other peo-
ple would manifest in comparable situations” (p. 445). That
is, personality can be used to distinguish individuals, de-
scribe their action tendencies and predict future behaviour.
This definition captures what Palmer calls dispositions to be-
have in certain ways, and by that virtue further clarifies his
terminology in relation to the aim of this paper.

While personality is one factor that contributes to a per-
son’s behavior, it is important to point out that the situa-
tion and context in which they find themselves has an at
least equally important role (Eysenck 2004, p. 472). Thus,
any computational model of personality-related reasoning
should also model the influence of context, an observation
that influenced the design of our character architecture.

A common approach to quantifying personality is to com-
pare individuals based on a variety of distinct and limited
traits. One of the most influential trait theories is the Big
Five model (McCrae and John 1992) that proposes the five
factors openness to experience, conscientiousness, extraver-
sion, agreeableness and neuroticism (OCEAN) to compre-
hensively capture an individual’s personality. Each factor
is connected to several bi-polar scales, and high values on
these scales are associated with typical adjectives that can
be used to describe a person. For instance, trait extraversion
is captured by the scales warmth, assertiveness or activity,
and associated with adjectives like enthusiastic, outgoing or
talkative.

Empirical evidence also confirm an interaction between
Big Five personality traits and daily life affectivity. A re-
cent study concerned with the nature of these interactions
showed that trait neuroticism has a broad association with
higher average levels, as well as a higher reactivity, of nega-
tive affect, while trait conscientiousness was associated with
the opposite (Komulainen et al. 2014). This falls in line
with Palmer’s observations on affect and personality and is
further evidence in favour of representing narrative person-
ality in terms of the Big Five model.

The most common way to measure personality, accord-
ing to Eysenck, is by way of self-report questionnaires, an
approach that, unfortunately, is not readily available for the
study of fictional characters. However, he points out that a
reliable second way of personality assessment “is by ratings,
in which observers provide information about other people’s
behaviour” (p. 457). In the context of narratives, readers are
provided access to fictional characters through the narrator’s
description of action and thought and thus can be used as
stand-in for actual observers. A recent questionnaire that has
been successfully applied to self-report as well as observer
ratings is the Berkeley BFI instrument (John, Donahue, and
Kentle 1991; John, Naumann, and Soto 2008). Following
the reasoning above, we assume that it can equally be used
to rate the personality of fictional characters.



Computational Storytelling
Computational storytelling research is concerned with the
study of algorithms that are capable of automatically gener-
ating fictional narratives (Gervás 2009). Two components of
a narrative are distinguished. Plot: a content plane, which
is a causally ordered series of events (what is told); and dis-
course: an expression plane, which is the linear representa-
tion of events in text form (Prince 2003). A common classifi-
cation of plot generation systems is in deliberative and simu-
lation based (Riedl and Young 2010). The former attempt to
solve the problem of selecting a sequence of events based on
a set of constraints, usually by means of a centralised reason-
ing algorithm. The latter employ decentralised, autonomous
agents from whose interaction with each other and the en-
vironment a plot emerges. For a comprehensive overview
of storytelling systems we refer to a survey by Kybartas and
Bidarra (2017). Of these systems, to the best of our knowl-
edge, only one other attempts to model narrative personality.

The Mask system (Bahamón, Barot, and Young 2015)
employs a macro planner to solve the narrative planning
problem, that is, to find a sequence of instantiated action
schemata that transform the initial state of a story world
into a state that satisfies a set of author goals. It thus falls
mainly under the deliberative category. In contrast to clas-
sical planning problems, narrative planning problems com-
monly require that actions are only assigned to characters if
they contribute to their intentions (Riedl and Young 2010).
Mask models personality as an effect of choice. Whenever
a character’s intention can be achieved through different ac-
tions, the planning algorithm creates a branch for each al-
ternative plan version and evaluates how well each branch
portrays the personality trait that needs to be expressed for
the character whose action created the branching point. The
evaluation of consistency with a trait is defined for agree-
ableness. If a course of action supports other characters in
achieving their intentions it is taken to indicate higher agree-
ableness, or the opposite if it prevents them (Bahamon and
Young 2017). In the case that two branches result in con-
trasting evaluations, the consistent one is preserved as choice
and included into the overall plan, while the other is not in-
cluded in the plan but saved in order to ensure that it re-
mains a possible path. Further steps are taken by the planer
in order to prevent branches that are less contrasting than the
choice/contrast pair.

As opposed to Mask, the system evaluated here falls into
the simulation based category. It does not place character’s
action selection under the primacy of an overarching autho-
rial plan, but on the contrary interprets the plot to emerge
from the interaction of autonomous agents. Personality in
our system is modeled, following Palmer’s understanding of
fictional minds, by means of a cognitively inspired affective
reasoning algorithm.

The Character Architecture
The plot generation system evaluated in this paper is im-
plemented as a multi-agent simulation system that is built
around an affective agent architecture. Berov (2017b)
presents how it was derived from the post-structuralist narra-

Figure 1: A high-level overview of the affective agent archi-
tecture.

tive theories of Ryan (1991) and Palmer (2004), and demon-
strate how it can be used to explore a search space of possi-
ble plots. Here we will provide just a short overview of the
employed agent architecture.

The employed architecture extends the BDI agent archi-
tecture (Rao and Georgeff 1995) by adding the affective
components emotion, mood and personality. The compu-
tational representation of these components and their inter-
actions are modeled according to the Layered Model of Af-
fect (Gebhard 2005), which is grounded in psychological re-
search. The resulting reasoning cycle works as follows (also
see fig 1).

Agents perceive their environment, and each perception is
represented as an internal event that can change the agents
belief base and/or activate a desire. An existing desire can
be selected as an intention if at least one partial plan exists
whose preconditions are met and that leads to the desired
outcome. Each reasoning cycle, the agent selects one inten-
tion from the currently active ones in a round robin man-
ner, and executes the next step in the associated plan. Since
plans are partial, a plan step can either be an action or a
sub-intention, which will be resolved to a plan only when all
preceding plan steps have been executed. The resulting pro-
cedural reasoning algorithm is reactive since sub-intentions
will be resolved according to the updated belief base on se-
lection time.

Central to the affective reasoning components is person-
ality. It is defined for each agent as a point in a five-
dimensional space [−1, 1]5, with the axes corresponding to
the Big Five personality traits. Based on its personality, the
agents default mood can be computed according to a for-
mula derived by Mehrabian (1996, see their table 4).
Here, mood (i.e. medium-term affect) is represented as a
point in a three-dimensional space [−1, 1]3, with the axes
Pleasure, Arousal and Dominance (PAD). An agent’s cur-
rent mood rarely stays at the computed default point. In
any reasoning cycle in which the agent experiences emo-
tions (i.e. short-term affect) a centroid is computed from all
active emotions and the current mood moves further into the
octant of this centroid. When no emotions are active the cur-
rent mood slowly decays towards the default.
Emotions occur as the result of appraising internal events
according to the OCC taxonomy (Ortony, Clore, and Collins
1990), which defines 22 distinct emotion types. In order to



perform mood computations these emotions are translated
into the PAD space according to Gebhard’s mappings (see
their table 2).

Thus, an agent’s personality describes its inherent dispo-
sition to act and feel in certain ways, while its current mood
aggregates a dynamic representation of context. The rea-
soning system uses both values as possible pre-conditions
during plan selection. Additionally, the current mood can
act as an elicitor of new desires (e.g. a mood low on P and
high on A might elicit the desire to punish another agent).

The described character architecture is implemented as
an extension of the Jason multi-agent simulation frame-
work (Bordini, Hübner, and Wooldridge 2007) and available
online1. It allows to manually model narrative systems in
three steps:

• Implementing an environment in Java, which models the
objective current state of the storyworld and implements
the effects of agent actions,

• Implementing a common library of affective partial plans
in AgentSpeak, which agents use during procedural rea-
soning, and

• Setting up one agent for each character, by defining their
personality and potentially providing each with a set of
unique beliefs and desires they hold on start-time.

A plot is generated automatically by executing the narrative
system and is comprised of intentional events (character ac-
tions), non-intentional events (environment happenings) and
internal events (private embedded narratives).2

Experimental Design
In order to evaluate whether the proposed system is capable
of modeling the personality of fictional characters an empir-
ical study was conducted. The study investigated if chang-
ing the personality parameters of a character in the computa-
tional model correlated with a significant co-directed change
of the perceived personality of this character as judged by
readers. The experiment presented below was designed to
test the following null hypothesis: “Changing a personal-
ity trait of a character in the model does not correlate
with a change of readers’ perceptions of the same per-
sonality trait in that character”. In order to investigate
whether a potential effect is diffused when multiple traits
are changed at the same time two experimental conditions
were tested.

To generate a control condition, the system introduced
above was used to recreate the plot of the famous fairy tale
“The Little Red Hen” (TLRH)3. This involved implement-
ing a simple farm environment and four agents that take the
roles of the respective characters: the hen and the three lazy
animals (see table 1). Two experimental conditions were

1https://github.com/cartisan/plotmas
2These are the major components of plot in Ryan’s (1991) nar-

rative framework. Embedded narratives capture each character’s
subjective interpretation of the unfolding plot and are necessary to
explain narrative phenomena like deception or failed plans.

3www.home.uos.de/leberov/tlrh.htm

created by changing certain personality parameters of the
protagonist:

1. condition E: the extraversion trait was lowered (E =
−0.3),

2. condition NA: the neuroticism trait was lowered (N =
−1) while the agreeableness trait was raised (A = 0.7),

which resulted in plots that differed from the basic condition
by at least one action executed by the protagonist.4

HEN ANIMALS
O 0 0
C 1 -1
E 0.7 0
A 0.3 -0.7
N 0.15 -0.8

Table 1: Personality parameters
used to model the four charac-
ters of TLRH (control condi-
tion).

Plots are repre-
sented in the system
by directed graphs
that contain the
actions executed,
the events perceived,
and the emotions
experienced by each
character. No tex-
tualization module
exists so far that
could be used to
translate these graphs
into story text. To
create a textual form of the two experimental conditions
a collaborator was recruited. She was presented with the
system-generated graph for the control condition B as
well as the text of the original fairy tale, and then asked
to transform the graphs of condition E and NA into story
texts based on the provided example pairing. To avoid the
unconscious introduction of biased text the collaborator
was not informed about the hypothesis of the experiment
or the provenance of the graphs. The crafted story text was
identical to the original tale whenever the same situations
were described, and only differed in the context of different
actions taken by the protagonist.

An online survey platform was used to carry out the study.
40 participants were recruited from the University of Os-
nabrück through e-mail and social media. A within-subject
design was selected in order to reduce interpersonal differ-
ences in the data and allow meaningful results with the avail-
able number of participants. Each participant was presented
with the texts of all three conditions, and each text was in-
stantly followed by a personality survey about the protago-
nist. The personality survey used the 44 statements from the
BFI instrument, and asked participants to indicate how much
they perceived these statements as applicable to the protag-
onist (e.g. “Little Red Hen is helpful and unselfish with oth-
ers”). Participants could provide answers to each statement
using a 5-item Likert-scale from 1 (strongly disagree) to 5
(strongly agree).

In order to avoid introducing a systematic bias due to
carry-over effects from the first story/question pair to fol-
lowing conditions, presentation order of the three conditions
was randomized between participants. Feedback from a pre-
trial suggested that participants found it hard to mentally
separate the protagonist (Little Red Hen) of the later condi-
tions from preceding ones. To facilitate the task, and avoid

4www.home.uos.de/leberov/tlrh_versions.htm



control condition E condition NA
O 3.12 +/- 0.44 2.87 +/- 0.53* 3.11 +/- 0.46
C 4.50 +/- 0.37 4.26 +/- 0.56* 4.42 +/- 0.41
E 3.79 +/- 0.48 2.56 +/- 0.65**** 3.72 +/- 0.54
A 3.02 +/- 0.72 2.82 +/- 0.52 4.58 +/- 0.33****
N 2.39 +/- 0.66 2.58 +/- 0.60 1.86 +/- 0.60****

Table 2: Survey results: perceived personality (mean +/- std)
of the protagonists of the three conditions. Asterisks indicate
significant difference with control condition.
*: P ≤ 0.05, ****: P ≤ 0.0001.

this non-systematic carry over effect, the protagonists of the
three conditions were additionally assigned different names.
The names were randomly selected from the top ten most
common female names in the US over the last 100 years5, in
order to avoid name-related biasing. The resulting protag-
onist names were Little Red Hen Linda (control condition),
Little Red Hen Mary (condition E) and Little Red Hen Su-
san (condition NA). As will be discussed in the next section
these measures proved to be sufficient, as we interpret the
data to show no significant effect of condition order on per-
sonality judgement.

The collected data for each participant includes demo-
graphic data, the order in which conditions were presented,
and the answers from three BFI inventories relating to the
three conditions. The inventory data was post-processed ac-
cording to the instructions provided by the instruments au-
thors (no ipsatization was applied). While the collected in-
ventory data was discrete, the resulting average scores are
continuous values in the range from 1.0 to 5.0. The results
provide the five average personality trait scores of the pro-
tagonist as perceived by the readers for the three experimen-
tal conditions (see table 2).

Data Evaluation

The gathered experimental data allows answering the re-
search question—formulated in the null hypothesis above—
by checking for significant effects in the affected traits. This
can be done by analysing whether changing a character’s
personality trait in the model correlates with a co-directional
change in perceived personality. It is also of interest to check
whether the employed personality model has the desirable
property of being orthogonal, that is, whether a change in
one trait also modifies the perception of other traits. It
also allows validating the employed within-subject design
by checking for interaction effects between subsequently
presented stories.

A Mauchly Test for all obtained trait ratings showed that
the sphericity assumption was violated in the data. There-
fore, in the following all repeated measure ANOVA results
are reported with a Greenhouse-Geisser correction.

5Based on https://www.ssa.gov/oact/
babynames/decades/century.html

Condition-order effect
It can be assumed that no interaction effects arise between
subsequently presented conditions if a condition’s protago-
nist’s perceived personality does not change significantly in
dependence of the position in which the condition was pre-
sented to the participant. To determine this, the five person-
ality trait ratings for the protagonist of the control condition
were compared between three groups: participants who read
the story first (N = 16), ones that read it second (N = 11),
and last (N = 13)6. A single factor independent measure
ANOVA was executed for each personality trait. No sig-
nificant between-group differences were found in the O,C,E
and A traits. A significant between-group difference was
found in the N trait (at P = 0.025). A post-hoc pairwise
Tukey HSD showed significant differences between the third
group and the other two groups, however, no significant dif-
ference between the first and second groups (µN1st

= 2.17
vs. µN2nd

= 2.24 vs. µN3rd
= 2.79).

The last result requires further analysis, since it indicates
that presentation order affects personality rating only for N
traits and when the story is presented in third position. An
ANOVA tests the assumption that all samples were drawn
from the same population. Thus, the pairwise post-hoc tests
suggest that the first and the second samples, as well as the
second and the third samples, were drawn from the same
population, however, the first and the third samples origi-
nate from different populations. Being drawn from the same
population is a transitive property, which indicates inconsis-
tent results. In the present case, five statistical tests where
executed on the same data, of which one found a significant
effect at an α = 5% level. Considering that ANOVA tests
are not corrected for multiple comparisons the probability of
finding a false positive in this setting is around 20%. Taking
these observations together we interpret the last finding to
be a random sampling effect, and not an effect of condition
order.

We conclude that no interaction effects take place be-
tween subsequent conditions, which validates the choice of
a within-subject design. The same analysis could be con-
ducted for the other two stories but was left out due to time
constraints.

Perception of modified traits
A single factor repeated measure ANOVA shows a highly
significant difference (at P = 5.85 · 10−14) in the perceived
extraversion between groups. A pairwise post-hoc compar-
ison between the control condition (µEcontrol

= 3.78) and
condition E (µEE

= 2.56), where the parameter was low-
ered, demonstrates that the effect shows in the correct direc-
tion.

Single factor repeated measure ANOVAs show a highly
significant difference between the perceived neuroticism
(P = 5.48 · 10−5) and agreeableness (P = 1.29 · 10−17)
between groups. A pairwise post-hoc comparison between
the control condition (µNcontrol

= 2.39, µAcontrol
= 3.02)

6The unequal distribution of participants is due to a technical
limitation of the employed survey software which only allows a
randomized presentation order instead of a true counterbalancing.



and condition NA (µNNA
= 1.86, µANA

= 4.58), where
N was lowered while A was raised, demonstrates that the
effects show in the correct direction.

We conclude that the null hypothesis can be rejected,
that is, changing parameters in the model correlates with
a change in perceived personality along the modified traits,
and the effect shows the right direction. For a statistical sum-
mary see tables 3, 4 and 5 in the appendix.

Perception of non-modified traits
The data is less conclusive on the account of trait orthogo-
nality. Single factor repeated measure ANOVAs (see tables
3 through 7 in the appendix) in combination with post-hoc
pairwise comparisons show the following results, which in-
dicate orthogonality:
• there is no significant difference between the O, C and E

traits of the control condition and condition NA (PO =
1.00, PC = 0.43, PE = 0.79),

• there is no significant difference between the N and A
traits of the control condition and condition E (PN =
0.29, PE = 0.23).
At the same time, the following results indicate no orthog-

onality:
• there is a significant difference between the C and O

traits of the control condition and condition E, although
neither C nor O were changed there (PC = 0.0013,
PO = 0.0063).
First, it can be observed that the unintended effects are

only present in condition E. This is a surprising finding,
since we expected condition NA to have a higher interac-
tion potential due to the higher number of changed person-
ality parameters in the model (2 versus 1). We propose two
possible, non mutually exclusive interpretations: (1) in the
employed computational personality model the traits N and
A are orthogonal to the other traits, whereas E is not orthog-
onal to at least O and C, (2) in the story-domain model a
change in E trait leads to a more prominent change in behav-
ior than a change in N and A, which propagates to stronger
changes in perceived personality. The first interpretation
is supported by the fact that several studies show evidence
for significant intercorrelations between at least some of the
five traits (Eysenck 2004, p. 468). The second interpreta-
tion is supported by the observation that condition E differs
from control by four missing actions (three times the hen
doesn’t ask for help and one time she doesn’t offer to share
the bread) whereas condition NA differs by only one action
(the hen shares the bread instead of eating it alone).

Second, it can be observed that, while the unintended
effects are significant, they are several magnitudes weaker
than the intended ones. This is a desirable property since
it potentially allows to counteract unintended interactions
by coordinated changes in the dependent personality traits.
Whether it is practically possible to negate interactions in
such a way remains to be ascertained empirically.

Discussion
The experimental findings presented above allow to reject
the null hypothesis. This means that changes in agent’s

personality parameters using our system correlate with co-
directed changes in the perceived personality of fictional
characters represented by these agents. Several conclusions
can be drawn from this finding.

Conclusions
1. The employed affective agent architecture is capable of

modeling personality.

2. Simulation-based approaches can be used to manipulate
plot, based on character’s personalities.

3. Cognitively inspired personality theories can be used to
model the literary effect of personality.

4. A within-subject design is viable for the study of person-
ality in the context of computational storytelling.

It is worth discussing the conclusions in detail. (1)
In Berov (2017a) the claim that the affective agent archi-
tecture is modeling personality was based only on the the-
oretical argument that it implements a psychological model
of personality. However, a psychological model is necessar-
ily an abstraction from the observed phenomenon, and an
implementation of a model is necessarily a simplification.
Our results indicate that these various transformations pre-
served the phenomenon they modeled. This means we now
also have functional arguments to support the above claim:
the architecture models personality, because it creates the
appearance of personality. (2) Bahamon and Young (2017)
have demonstrated that a planning-based approach can be
used to model narrative personality. We show, that this is
also viable in a simulation-based approach. Furthermore,
by showing that the parameters of the proposed system in-
deed represent personality, we can claim with more certi-
tude that it models the narrative theory foundations we set
out to implement. Arguing from the reverse, we can now
also give support to Palmer’s (sometimes contested) claim
that fictional minds work like real minds, by demonstrating
that this assumption can indeed lead to the generation of co-
herent plot. (3) Scepticism is sometimes expressed in the
community towards the approach of using cognitively in-
spired theories to model fictional characters. One common
criticism is that it is implausible to assume that writers use
scientific theories of mentation to devise their characters, but
rather rely on their folk-psychological understanding. This
difference might lead to problematic deviations in charac-
ter modeling. Especially, folk psychology allows to gener-
ate predictions even for extreme cases, while scientific the-
ories should work more reliably in average situations (Pablo
Gervás, personal communication). Our experiment suggests
that cognitive personality persists under narrativization, that
is, personalities that can be described using the Big Five can
be created in the reader’s impression. We would like to point
out that it was observed that individuals with personality dis-
orders have extreme scores on the five traits (Eysenck 2004,
p. 467), suggesting that also non-average cases should be,
in principle, viable. Indeed, some of the hen’s behavior al-
ready modeled in our case study leaned towards the quixotic.
But even if more archetypal or pathological cases were not
representable using our system it still should remain useful



as a baseline measure. As explained above, to realize any
surprising, unexpected behavior a system first needs to infer
the plausible, consistent reaction. This opens up interesting
avenues for further exploration: Pizzi and Cavazza (2007)
model affect in their system Madame Bovary using a set
of literary feelings outlined by Flaubert himself. Would it
be possible to achieve comparable effects in a system using
cognitive emotions? It might at least address the problems
reported by the authors when attempting to port their system
to a BDI framework (Peinado, Cavazza, and Pizzi 2008).
(4) Previous empirical studies of character personality in the
context of computational storytellers relied on a between-
subject design to rule out interaction effects. This comes at
the cost of requiring a high number of participants. Our re-
sults indicate that instead also a within-subject design can
be used, if executed with certain precautions like counter-
balancing and character individuation. This has the advan-
tage of requiring significantly less volunteers by reducing
inter-individual variability.

Future Work
The presented model of personality is sufficient to create flat
characters that behave in idiosyncratic and predictable ways.
To create round characters, however, it is necessary to en-
able them to behave in ways that stand in contrast with their
personality. To some extent this is possible with the present
approach because, apart from personality, it also takes into
consideration the character’s context during action selection.
An additional way to enable surprising behavior would be to
allow character’s personality to change during the course of
a narrative. Technically this is possible because an agent’s
personality is represented as a point in the OCEAN space
and can be updated at any time. The challenge is to find ways
to automatically relate events that occur during a simulation
run with traits that might be affected by them, and to identify
when a change should take place. A continuous change in
trait values based on recurring situations could represent the
character’s gradual adaptation to their environment, while
a discrete change over a comparably large ∆X could rep-
resent traumatic change due to incisive events. Character
development and learning are an important aspect of more
character-oriented genre like e.g. the bildungsroman and by
that virtue pose an inherent interest for storytelling systems.

A commonly identified drawback of simulation-based
storytelling systems in the context of computational creativ-
ity is their tendency to produce quotidian interactions due
to a lack of narrative regulation. This means that in order
to turn the presented system from a computational model of
narrative into a computational model of storytelling, mech-
anisms need to be implemented that guide plot generation
based on prospective interestingness. One such notion of
interestingness is Ryan’s (1991) tellability (see chapter 8),
which attempts to capture the aesthetics of plot based on
purely structural properties. Berov (2017c) suggests an ap-
proach towards the computational modeling of this measure,
which would allow an automatic post-hoc evaluation of the
aesthetic quality of a particular plot instance. Armed with
such a measure, a storyteller based on our character archi-
tecture should be capable of exploring a plot space by it-

eratively executing a simulation, measuring its tellability,
and changing the constraints that influence subsequent it-
erations. In Boden’s (1990) terms this would mean an al-
ternation between exploratory and transformational creative
processes. At the moment, our system would allow to per-
form such an automatic exploration of plot space based on
personality parameters. Future work includes expanding this
set to include parameters like environment-controlled events
(happenings) and properties of the environment itself.
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Appendix
Repeated measure ANOVA results for the five traits and
the groups: control, condition E, condition NA. The Green-
house Geisser correction is reported because the sphericity
assumption is violated in the data.

ANOVA SS df MS F P value
Subjects 19.54 39 0.50 2.30 0.00090
Groups 37.90 2 18.95 86.00 1.37 E-20
Error 16.99 78 0.22

Greenhouse Geisser SS df MS F P value
Groups 37.90 1.83 20.67 86.10 5.85 E-14
Error 16.99 71.51 0.24

Table 3: Results for trait extraversion.

ANOVA SS df MS F P value
Subjects 21.01 39 0.54 1.78 0.06
Groups 11.22 2 5.61 18.50 2.66 E-07
Error 23.66 78 0.30

Greenhouse Geisser SS df MS F P value
Groups 11.22 1.79 6.26 18.50 5.48 E-05
Error 23.66 69.92 0.34

Table 4: Results for trait neuroticism.

ANOVA SS df MS F P value
Subjects 21.01 39 0.54 1.78 0.06
Groups 11.22 2 5.61 18.50 2.66 E-07
Error 23.66 78 0.30

Greenhouse Geisser SS df MS F P value
Groups 11.22 1.79 6.26 18.50 5.48 E-05
Error 23.66 69.92 0.34

Table 5: Results for trait agreeableness.

ANOVA SS df MS F P value
Subjects 17.32 39 0.44 4.97 9.12 E-10
Groups 1.24 2 0.62 6.91 0.00172
Error 6.97 78 0.09

Greenhouse and Geisser SS df MS F P value
Groups 1.24 1.48 0.83 6.91 0.01099
Error 6.97 57.78 0.12

Table 6: Results for trait conscientiousness.

ANOVA SS df MS F P value
Subjects 16.83 39 0.43 3.51 1.19 E-06
Groups 1.60 2 0.80 6.51 0.00242
Error 9.59 78 0.12

Greenhouse Geisser SS df MS F P value
Groups 1.60 1.83 0.88 6.51 0.01285
Error 9.59 71.28 0.13

Table 7: Results for trait openness.


